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Instructing FMs with prompts

APrompts are used to instruct the FM on specific tasks
AReplaces, complements, or interacts with traditional programming code

Aln-context learning
AEnable new capabilities by augmenting the FM with domain knowledge
AHelp generate trustworthy and responsible results

AEvaluate the capabilities and limitations of an FM for a downstream
task

Cogo & Hassan, Alware Leadership Bootcamp, Toronto, Canada, I
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The structure of a prompt

AThe quality of a prompt depends on how well-written it is
A Different components may be required

AExamples of prompt components:

ATask-related:
A Instruction describes what completion task the model should perform
A Constraints sets boundaries for the contents the model can generate
A Output format determines how the output should be formatted

A Context-related:
A Knowledge provides the model with background information

A Examples provides the model with instances of the desired completion
A Persona provides the model with a specific stereotype identity

Cogo & Hassan, Alware Leadership Bootcamp, Toronto, Canada,



Example of a simple prompt

AA basic prompt expects the FM to complete with the next token

Input prompt (no instruction):
The sky is

Result:
blue

httpSI//VWVW-pfomptinggUide-ai/intrOdUCtiOﬂ/baSiCS Cogo & Hassan, Alware Leadership Bootcamp, Toronto, Canada, gq



Example of a prompt with instruction

AA prompt can contain instructio
generation in a specific way (e.g., to perform a task)

AMany FMs are fine-tuned to follow instructions

Prompt:

Classifythe sentiment of the following sentence: The meal
was awesome

Result:
Sentiment: Positive

https://www.promptingguide.ai/ Cogo & Hassan, Alware Leadership Bootcamp, Toronto, Canada, $246
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Example of a prompt with a constraint

AA prompt can ask the FM to restrict how the generated result
look like

Prompt:
Classifythe following sentence into neutral, negative or positive:
The meal was awesome

Result:
positive

https://www.promptingguide.ai/ Cogo & Hassan, Alware Leadership Bootcamp, Toronto, Canada, 5«



Examples of more complex prompts

In-Context Learning Chain-of-Thought Prompting
Answer the following mathematical reasoning questions: Answer the following mathematical reasoning questions:
0: If you have 12 c?ndics and you give 4 candies to your friend, ] Q: Ifarectangle has a length of 6 cm and a width of 3 cm,
how many candies do you have left? what is the perimeter of the rectangle?
- Th s 8. L I
Nx { 4 Theansweris8 . NX+ A Forarectangle, add up the length and width and double it.

_ Ifarectangle has a length of 6 cm and a width of 3 cm, ' So. the perimeter of this oL U .
Q. what is the perimeter of the rectangle? Lol E{-qu -------------- gespTi)xsm %em '
A Thoemssa S e ] The answer is 18 cm.
Q: Sam has 12 marbles. He gives 1/4 of them to his sister. Q: Sam has 12 marbles. He gives 1/4 of them to his sister.
How many marbles does Sam have left? How many marbles does Sam have left?

A: He gives (1/4) x 12 =3 marbles.
A: The answer is 9. — LLM —* So Sam s left with 12 — 3 = 9 marbles.

The answer is 9.

: Task description : Demonstration : Chain-of-Thought : Query

Fig. 12: A comparative illustration of in-context learning (ICL) and chain-of-thought (CoT) prompting. ICL prompts LLMs
with a natural language description, several demonstrations, and a test query, while CoT prompting involves a series of
intermediate reasoning steps in prompts.

https://arxiv.org/pdf/2308.10620.pdf Cogo & Hassan, Alware Leadership Bootcamp, Toronto, Canada, ‘
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Prompt engineering techniques

AZero-shot directly instructs the FM to perform a downstream task
AFew-shot provides examples to nudge the model

AChain-of-thought (CoT) enables complex reasoning through an
example of intermediate reasoning steps (thoughts)

ASelf-consistency improves CoT by exemplifying with several
reasoning paths
A Use the generations to select the most consistent answer

ATree-of-thoughts (ToT) explores multiple reasoning paths over
thoughts arranged in a tree-like structure
ADefinition of fAthoughto depends on the
AUses FM to evaluate thoughts and avoid




Few-shot prompting

AProvide examples in the prompt to guide the model towards a
task completion

ABased on the principle of meta-learning
AModel develops a broad set of pattern recognition abilities at training
time
AUses those abilities at inference time to rapidly recognize the desired
task

AMeta-learning is achieved with in-context learning
AModel is conditioned on a few demonstrations of the task
ACompletes further instances of the task by predicting the next tokens

Cogo & Hassan, Alware Leadership Bootcamp, Toronto, Canada, «



Example of few-shot prompting

Prompt:
Circulation revenue has increased by 5%: Positive

Panostajadid not disclosethe purchase price: Neutral
Paying off the debt will be extremely painful: Negative
The acquisition will have an immediate positive impact:

Result:
Positive

https://vaW.promptingguide.ai/ Cogo & Hassan, Alware Leadership Bootcamp, Toronto, Canada, E«
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Few-shot prompting improves
accuracy in benchmark validation
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Do “cdrread’rexammplds onatep?a mp | e

ASuppose that ‘Qfew-shot examples are given with pairs
whd M hoho

AZero-shot: next token wis @i Q& 1 ¢, where wis the input and
0 the possible labels

Alnput-label mapping refers to whether each input o is labelled
with a correct label w

AMin et al., 2022 shows that input-label mapping has little impact
to performance

https://arxiv.org/pdf/2202.12837.pdf Cogo & Hassan, Alware Leadership Bootcamp, Toronto, Canada, E«
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Concerns when designing few-shot
prompts

ADistribution of the input text: underlying distribution of ¢ H8 hw
Aln-distribution inputs (from training data) in the examples
substantially improve performance
ALabel space: underlying distribution of w 8 hw
A Conditioning on the label space 6 significantly contributes to
performance gains

AFormat of the input-label pairs
AKeepi ng t henput-lavehpaitsdo off s fii mpor t ant

Cogo & Hassan, Alware Leadership Bootcamp, Toronto, Canada, 5«
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Few-shot prompting has limited
reasoning capabilities

Prompt:

Q: Roger has 5 tennis balls. He buys 2 more cans of tennis balls.
Each can has 3 tennis balls. How many tennis balls does he have
now?

A. The answer is 11.
Q: The cafeteria had 23 apples. If they used 20 to make lunch and

bought 6 more, how many apples do they have?

Result:
The answer Is 27.

https://arxiv.org/pdf/2201.11903.pdf Cogo & Hassan, Alware Leadership Bootcamp, Toronto, Canada,



Chain-of-thought (CoT) prompting

AA series of intermediate natural language reasoning steps
that lead to the final output

AA prompt consists of triples dinput, chain of thought, outputd

AExplore the ability of language models to perform few-shot
prompting for reasoning tasks
ADecompose multi-step problems into intermediate steps
AlInterpretable behaviour of the model to debug the reasoning path
A Suitable for math problems, commonsense reasoning, etc.
ARequires sufficiently large off-the-shelf language models

oRoF X
ﬁ*' i Boadd
=\0,0

Cogo & Hassan, Alware Leadership Bootcamp, Toronto, Canada, E«I
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https://arxiv.org/pdf/2203.11171

Example of chain-of-thought prompting

Prompt:

Q: Roger has 5 tennis balls. He buys 2 more cans of tennis balls. Eachcan has 3 tennis
balls. How many tennis balls does he have now?

A: Roger started with 5 balls. 2 cans of 3 tennis balls each is 6 tennis balls. 5+ 6 =
11. The answer is 11.

Q: The cafeteria had 23 apples. If they used 20 to make lunch and bought 6 more, how
many apples do they have?

Result:

The cafeteria had 23 apples originally. They used 20 to make lunch. Sothey had 23 20 =
3. They bought 6 more apples, so they have 3+ 6 = 9. The answer is 9.

Example of a dnput, chain of thought, outputatriple. The chain-of-thought
component of the prompt is highlighted

Cogo & Hassan, Alware Leadership Bootcamp, Toronto, Canada,



Example of zero-shot chain-of-thought
prompting

Prompt:

Q: A juggler can juggle 16 balls. Half of the balls are golf balls,
and half of the golf balls are blue. How many blue golf balls are
there?

A. L e ttilisk step by step.

Result:

There are 16 balls in total. Half of the balls are golf balls. That
means that there are 8 golf balls. Half of the golf balls are blue.
That means that there are 4 blue golf balls.

https://arxiv.org/pdf/2205.11916.pdf Cogo & Hassan, Alware Leadership Bootcamp, Toronto, Canada,



Self-consistency

AComplex reasoning tasks typically admit multiple reasoning paths

AThree-step procedure:
1. Prompt the FM using chain-of-thought (CoT) prompting

2. Repl ace the nigrCelebdyy sdaentcpddenog ifm om t he
generate a diverse set of reasoning paths

3. Average out the reasoning paths and choose the most consistent answer

ACharacteristics:
A Entirely unsupervised
A Works off-the-shelf with pre-trained language models
A Requires no additional human annotation
A Avoids any additional training, auxiliary models or fine-tuning
A Not an ensemble technique as it uses a single FM

Cogo & Hassan, Alware Leadership Bootcamp, Toronto, Canada,



Self-consistency explained

Greedy decode
This means she uses 3 + 4 = 7 eggs every day.

Chain-of-thought Language She sells the remainder for $2 per egg, so in )
prompting model total she sells 7 * $2 = $14 per day. The answer is $14. ]
The answer is $14.
Self-consistency Sample a diverse set of Marginalize out rfeasoning paths
reasoning paths 3 to aggregate final answers
e e e e e e s s — l
~
ﬁ: If there are 3 cars in the parking\ She has 16 - 3 - 4 =9 eggs \
lot and 2 more cars arrive, how many left. So she makes $2*9 = | The answer is $18.
cars are in the parking lot? $18 per day. | ) \
A: There are 3 cars in the parking lot i S \
already. 2 more arrive. Now there are This means she she sells the \
3 +2=5cars. The answer is 5. remainder for $2 * (16 -4 - 3)I The answer is $26. V
2 = $26 per day.
Q: Janet’s ducks lay 16 eggs per day. Lanauage $ ) .
She eats three for breakfast every 9 d Ig ! The answer is $18.
morning and bakes muffins for her Mace She eats 3 for breakfast, so | )
friends every day with four. She sells she has 16 - 3 = 13 left. Then |
the remainder for $2 per egg. How she bakes muffins, so she The answer is $18.
much does she make every day? has 13 - 4 = 9 eggs left. So !
I

A: she has 9 eggs * $2 = $18.

https://arxiv.org/pdf/2203.11171.pdf Cogo & Hassan, Alware Leadership Bootcamp, Toronto, Canada,



https://www.promptingguide.ai/techniques/consistency

Example of self-consistency prompting

Prompt:

Q: Michael had 58 golf balls. On Tuesday, he lost 23 golf balls. On Wednesday, he lost 2
more. How many golf balls did he have at the end of Wednesday?

A: Michaelinitially had 58 balls. He lost 23 on Tuesday, so after that he has 58 M23 = 35
balls. On Wednesdayhe lost 2 more so now he has 35 M2 = 33 balls. The answer is 33.

(... more CoT examples ...)

Q: When | was 6 my sister was half my age. Now | 0 '#@ how old is my sister?

A:

Result 1;

When | was 6 my sister was half my age, so she was 3. Now | am 70, so sheis 70 M3 = 67.
The answer is 67.

Result 2:

When the narrator was 6, his sister was half his age, which is
3. Now that the narrator is 70, his sister would be 70 - 3 = 67 years old. The answer is 67.

Result 3:
When | was 6 my sister was half my age, so she was 3. Now | am 70, sosheis 70/2 = 35. The

answer is 35 Cogo & Hassan, Alware Leadership Bootcamp, Toronto, Canada, ) 4




Tree-of-thought (ToT) prompting

AAllows FMs to explore multiple reasoning paths over thoughts

AFrames a problem as a tree search, where each node is a state
representing input and the sequence of thoughts
A Definition of thought depends on the problem

ADesign of a ToT prompt involves four steps:
1. Decompose the intermediate process into thought steps
2. Generate potential thoughts from each state
3. Heuristically evaluate states
4. Search algorithm

Cogo & Hassan, Alware Leadership Bootcamp, Toronto, Canada, I
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Thought decomposition in ToT prompting

AToT leverages problem properties to design and decompose
iIntermediate thought steps
AA couple of words (Crosswords)
AA line of equation (Math solving)
AA whole paragraph of writing plan (Creative Writing)

AA thought should be:

ASmall enough so that FMs can generate promising and diverse
samples (a whole book is too big to be coherent)

ABig enough so that FMs can evaluate its prospect toward problem-
solving (one token is usually too small to be evaluated)

Cogo & Hassan, Alware Leadership Bootcamp, Toronto, Canada, 5«



https://arxiv.org/pdf/2305.10601

Thought generation in ToT prompting

AGiven a tree statei  ofx I8 h |, there are two strategies to
generate Qcandidates for the next thought step
1. Sample thoughts from a CoT prompt
2. Generate thoughts sequentially using a propose prompt

Propose prompt for solving the Game of 24
(... CoT examples ...

Input: 4910 13
Possible next steps:

Result:

4+ 9= 13 (left: 1013 13)
10-4 =6 (left: 69 13)

(... other thoughts ...

Cogo & Hassan, Alware Leadership Bootcamp, Toronto, Canada, «




https://arxiv.org/pdf/2305.10601

State evaluator in ToT prompting

A Heuristic that determines which states to keep exploring and in which order

A Two strategies to reason about states:

1. Avalue prompt reasons about the state i to generate a scalar value 0 or a
classification that could be heuristically turned into a value

2. Avote prompt deliberately compare different states w.r.t. their value

Value prompt for solving the Game of 24

Evaluate if given numbers can reach 24 (sure/likely/impossible) 10 14: 10 + 14 = 24.
sure

(... more examples ...

10 13 13

Result:

(13-10)* 13=3* 13 = 39
10 + 13 + 13 = 36 There is no way to obtain 24 with these big numbers.

ImpOSSIbIe Cogo & Hassan, Alware Leadership Bootcamp, Toronto, Canada,




Voting mechanism in ToT prompting

Write a coherent passage of 4 short paragraphs. The end sentence of each paragraph must be: 1. It isn't

(a) difficult to do a handstand if you just stand on your hands. 2. It caught him off guard that space smelled of
Input seared steak. 3. When she didn't like a guy who was trying to pick her up, she started using sign language. 4.
_________ ) Each person who knows you has a different perception of who you are.
| 5
i Input | Plan 1 Plan 2 , Plan3-5
| I b) 1. Introduce and explain the technique 1. Introduction to an unusual self-help book,
| ‘/1\‘ I ( of doing a handstand 2. Switch to a mentioning a handstand as a metaphor for
| I Plans story about an astronaut's first time in embracing challenges. 2. Discuss the unexpected 1.
IPan1 Plan2 ... I space 3. Describe a situation where a things learned from astronauts, including the smell of y
e e ] woman uses sign language to avoid space. 3. Describe a woman'’s clever tactic for avoiding
‘/1\‘ unwanted attention 4. The final unwanted attention at a bar. 4. Contemplate how
paragraph explains how everyone has different perceptions of oneself can shape one's | -~
Passage Passage different perceptions of others identity. .
1 2 ) O/5 vores o % 3/5 votes J “ | n/5votes l
(C) Analyzing each choice in detail: Choice 1, while incorporating the required end sentences, seems to lack a
Votes clear connection between the paragraphs |..; Choice 2 offers an interesting perspective by using the

required end sentences to present a self-help book's content. It connects the paragraphs with the theme of
self-improvement and embracing challenges, making for a coherent passage. || The best choice is 2.

A ToT with depth 2 (and only 1 intermediate thought step) for the Creative Writing task. The FM first
generates k = 5 plans and votes for the best one, then similarly generate k = 5 passagesbased on the
best plan then vote for the best one. A simple zero-shot vote prompt ( i a n achoices leelow, then
conclude which is most promising for the i n s t r uis usedtorsample 5 votes at both steps

https://arxiv.org/pdf/2305.10601.pdf Cogo & Hassan, Alware Leadership Bootcamp, Toronto, Canada,




Search algorithm in ToT prompting

APlug and play of different search algorithms depending on the
tree structure

ATwo relatively simple search algorithms:

ABreadth-first search (BFS) maintains a set of the comost promising
states per step

ADepth-first search (BFS) explores the most promising state first, until:

A The final output is reached ¢ Y

A The state evaluator deems it impossible to solve the problem from the current
state

https://arxiv.org/pdf/2305.10601.pdf Cogo & Hassan, Alware Leadership Bootcamp, Toronto, Canada, «



ToT implementation

from the user

e S e e e e S e (B (T s N
' \
|

' control
prompt : { Prompter signals ToT
: { agent controller

Problem description

A A

E E —» Search guided by LLM
: >[ Checker intermediate Memory T » Backtrack by ToT
response X L module solution module : controlier

.

conversation and
node visit history

LLM

U The prompter agent instructs the LLM to generate an U Thoughts deemed as invalid by the
intermediate solution instead of the full solution in a single shot. checker module are backtracked to the

The checker module checks the validity of the generated parent node.
intermediate solution. If it passes, the intermediate solution is . ~ , .
stored in the memory module. Otherwise, the ToT signals the U Nodes that d o nlead to a final solution
prompter agent to enrich the prompt and send it to the LLM again are also backtracked

https://arxiv.org/pdf/2305.08291 Cogo & Hassan, Alware Leadership Bootcamp, Toronto, Canada,



IO vs. CoT vs. self-consistency vs. ToT
prompting

'

o j
v G Majority vote

(a) Input-Output  (c) Chain of Thought  (c) Self Consistency
Prompting (1O) Prompting (CoT) with CoT (CoT-SC)

(d) Tree of Thoughts (ToT)

g
)

https://arxiv.org/pdf/2305.10601,pdf Cogo & Hassan, Alware Leadership Bootcamp, Toronto, Canada, .E?“B::-
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Decoding strategies

AAutoregressive and Transformer models iteratively compute the
next tokeni of a sequence

AEach iteration outputs a probability distribution
nYd BH B
APriors include source tokens U and target tokens i
A"Y is a random variable of the possible target tokens i at position 0

AGenerate all possible combinations of output tokens
(exhaustive search) is computationally hard

n'yY i

ADecoding uses a searc
sequencei B h

1 a

BREY | B

gorithm that finds an approximate

Cogo & Hassan, Alware Leadership Bootcamp, Toronto, Canada,




Sampling techniques for decoding

ARandom sampling selects the next token according to all

predicted probabillities
ACan generate a sequence of tokens with low total probability

ATop-k sampling selects the next token from one of the k
Atokens with highest probability

AProbability mass is redistributed among the k tokens and one is
randomly selected
ATop-p sampling selects the next token from the set of tokens
with probability above a threshold p
ARandomly selected token from redistributed probabilities
A Avoids rare tokens by limiting the probability mass

Cogo & Hassan, Alware Leadership Bootcamp, Toronto, Canada, E«



Search algorithms for decoding

A Greedy search selects the token with the highest probability at each generation step 6
A Finds the sequence of most likely tokens, not the most likely sequence of tokens, leading to
suboptimal solutions

A Beam search keeps a fixed number of ‘Qpossible sequences of length 6 and at each
iteration:

A Adds "Qdifferent tokens i with the highest conditional probability to each of the "Qsequences:
nNY i dmMBH B

A From all Q "Qsequences, keep only Osequences with the highest total probability:
niMBh DB

A When an end-of-sequence token is found, the associated sequence is added to the final candidate
list

A The algorithm picks the sequence with the highest probability

Cogo & Hassan, Alware Leadership Bootcamp, Toronto, Canada,



Beam search example

-4.0
3s

5
00

¢ X

-1.7 -2.8
07 hit _a [ pie | Pt
he 3.4 4.5
| me |

-4.3
-5.0
-5.3

At every iteration, Beam search records the "Qpartial sequenceswith the highest probability.
Beam search continues until it reaches the end-of-sentence token for each branch.

-2.9 -2.5

https://arxiv.org/abs/2302.08575 Cogo & Hassan, Alware Leadership Bootcamp, Toronto, Canada,



Some decoder parameters

ATemperature( 0. 0 T 1. 0) controls the
other than the most likely one
ADetermines the level of determinism in the generated sequences
AThe lower the temperature, the more deterministic the results
A Adjusted according to the application (e.g., Q&A vs. poem generation)

ATop-p also controls the level of determinism in the generated
sequences
A Same 1) parameter of top-p sampling

AA good practice is to change one at once when setting
hyperparameters

Cogo & Hassan, Alware Leadership Bootcamp, Toronto, Canada, E«
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Current prompt engineering practices are very fragile
and sensitive, leading to low portability

APrompts are not portable across FMs

A For example: consider this prompt i "Where is the capital of Japan?"
A Bloomz: "Tokyo"

A Alpaca-Chinese: "Tokyo. The unit of currency in Japan is the yen, abbreviated as JPY or Yen..."
AVicuna: "2. What year was the founding of the Uni't

APrompts are not portable, even across different versions of a FM
A For the same prompt, GPT 3.5 and 4 produce completely different results.

AEven the same FM behaves differently over time for the same prompt

~ Are Philip Cortez and Julian Castro democratic or - Q: Given a integer n>0, find the sum of all integers in

republican? the range [1, n] inclusive that are divisible by 3, 5, or 7.
| GPT4 GPT-3.5 GPT-4 GPT-3.5
1 1 1 1
< c L L
208 208 <038 X 0.8
=06 = 06 .06
© 0.4

NN
20.6

3! B 04 EEY 520% T o4
2 2 14.0% = 0.2 0 .
0T 2% - 052 I w— a 10.0%

@
=02
0 IR e 22.0% 2.0%
March 2023 June 2023 March 2023 June 2023 March 2023 June 2023 March 2023 June 2023

https://arxiv.org/pdf/2307.09009.pdf

Cogo & Hassan, Alware Leadership Bootcamp, Toronto, Canada,



Fragility of prompts

AFMs show performance variability based on the formatting, ordering, and
choice of training examples in prompts

AFMs are sensitive to subtle formatting changes

A Format can include specific wording, separators, spacing, casing, and the
organization of fields in the prompt

A9 dIT Y A9AUTOKAYT TFTNBY dta AQAf ANILIBWNO I &S5 104
Instructions
AThe order of fewshot examples can significantly impact model accuracy
A Certain permutations perform better than others

AE.g.: a positive example placed last in a sentiment analysis prompt might lead to a
bias toward positive classifications (recency bias)

ASensitivity to formatting is not consistent across different models or tasks

A Format performance weakly correlates between models
A Invalidates the comparison of models with an arbitrarily chosen, fixed prompt forn

Cogo & Hassan, Alware Leadership Bootcamp, Toronto, Canada,




Slight modifications in prompt format leads
to different model performance for a task

2 Original formattin
Modified separator S & Modified spacing between fields
Passage:<text> Sl R e [Passage <text> Answer: <text>j
Answer :<text> Answer: <text>
‘ , Modified separator and spacing
Modified casmg . :
PASSAGE <text> KR Passage <text> Answer <text>
ANSWER <text> PASSAGE: <text> :
: ANSWER: <text> )
Task Accuracy ...
............... I
1
0 0.036

Performance Spread Among Plausible Formats 0.804

Performance differences of up to 76 accuracy points when evaluated using {2-288\
oo
https:// arxiv.ordpdf/2310.11324

Cogo & Hassan, Alware Leadership Bootcamp, Toronto, Canada,




Factors influencing sensitivity

AMajority label bias:Lead the model to predict training (feshot)
examples that appear frequently in the prompt

ARecency biasFMs tend to give more weight to information presented
closer to the end of the prompt

AEarlier information might be more critical but pushed out of focus by newer
content

ATasks like lonéprm reasoning or multstep processes might be affected

ACommon token biasteads the model to prefer answers that are
frequent In its pretraining data

Cogo & Hassan, Alware Leadership Bootcamp, Toronto, Canada, E«



Why Prompt Fragility Matters

AGeneralization Fluctuations raise questions about the model's ability
to generalize

Almprovements in reported performance could sometimes be due to optimal
prompt engineering rather than fundamental improvements

AFMs evaluation with promptinbased methods should report a range of
performance across plausible prompt formats

AReliability: Unstable outputs make LLMs less reliable in-vezdd
applications, where users might input prompts in different ways

AUser Experiencelnconsistent or unexpected modeghaviourleads
to bad user experience in practical applications

AReduce trust in FNvowered systems

Cogo & Hassan, Alware Leadership Bootcamp, Toronto, Canada, 5«



Quantifying prompt fragility

APerformance spreadhigher spreads indicate more fragility to variance within the
space of plausible prompt formats
A Given a set of plausible format§y B8 I} , a dataset , and a scalar metria
A The performance spreadisA &@ 1) A | Ed nhO

A Sensitivity:measures changes of predictions acrogshrasingof the prompt
A Does not require access to ground truth labeljch are often hard to acquire 5 A
ADdzA RS (G2 O2YLI NB GKS aNRodzatdySaaé 2F RATTFS
A Highly sensitive FMs may require significant prompt optimization efforts
AConsistenc?/measures how predictions vary acraephrasinggor elements of

the same class

A Being consistent suggests that prormgaphrasings:ause similar mistakes across all samples
of classy hence a careful tuning of the prompt is required
A An inconsistent LLM behaves uréPredictably among samples of the same class, where the
same promptephrasingsauses different mistakes
A Might indicate that the problem is not the prompt, rather the classifier itself

https:// arxiv.orgpdf/2310.11324 https:// arxiv.orgpdf/2406.12334 Cogo & Hassan, Alware Leadership Bootcamp, Toronto, Canada, BA4g8



How does formatting impact different
models and few-shot settings?
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For each evaluation task, 10
plausible prompt formats
are sampled to calculate
spread.

Significant performance
spread across tasksvith a
median spread of 7.5
accuracy points across
choices in thenodeland
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How does formatting impact different
models and few-shot settings?
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How does the order of few-shot
examples affect sensitivity?

Although "= GFTo Medium (0.38) Adding training samples
beneficial, 01\ G s does not significantly
: increasing model  z reduce the varianceOrder
size does not sensitivity using different
guarantee low numbers of training
variance.Four " oo samples.
e shot performance |
e bmeiany’ © 7 for 24 different b _ |
100 Samp|e orders N-shot Training Examples 175B - 0.17 -023 -0.35 -0.14 0.05 027 -0.22 .
across different Performant prompts are noat oo oaz oo o2 oo [0
2 sizes of GRT not transferable across g oo e oo a0 o0 oo oz g
family models models.Training sample = ** "7 ™" ** on [ o o oo i
(GPT2 and GPT permutation performance """ oo [ oo oo o 2
3) for the SSP correlation across different  **** oo Il o e 0w onfos | 2
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Ojl Oj3 OT;Oda :a:famet;:(m"io:)} 1|3 17'5 datasets- permuta‘tions Of four O.IB-. 0.09 0.23 -0.24 0.07 -0.10 -0.24 -0.|1'7 1,

Q-\% Q_fg,ﬁ Q_Q& \f—_& Qf& 6\_‘& \3% .\,\r—jb

examples).
https:// aCIanthOIOgy-orQOZZ-aC”O”g-556-pdf Cogo & Hassan, Alware Leadership Bootcamp, Toronto, Canada,




Context window sensitivity

AContext windowrefers to the (maximum) number of tokens that an FM
(can) process at once

ATruncation of inputsif the context window is exceeded, the model
truncates the text from the beginning or the end of the prompt
A Loss of critical contexhecessary to accurately perform the task
A Erroneous responseas the model might lack the necessary information to generate

a meaningful answer
AContextual degradationFMs tend to degrade in performance with long

contexts
A Balancinggcomprehensivenesand brevity in prompts becomes crucial

AMemory and computation overheadsnemory and computational
resources requirements are proportional to the context window

A Make inference slower and more resousicgensive
A Practical constraint in realorld applications




Mitigating context window sensitivity

ACondensed summariegsking the model to summarize earlier sections of

the input within the context window to preserve essential details
A lmplies extra inference calls to the FM while maintaining interaction, increasing
overall costs

APrompt decompositionBreaking the prompt into smaller, logically
consistent segments
A Maintains coherence while adhering to the context window

A Not effective for tasks requiring lorgnge dependency tracking
A A solution is to introduce overlapping segments when breaking long prompts

A Ensures that key pieces of information from previous segments are carried forward into
subsequent segments

AMemory augmentation:Using external knowledge bases to retain and
recall important information over longer interactions

A Reduces dependency on limited context window to keep past interactions

Cogo & Hassan, Alware Leadership Bootcamp, Toronto, Canada, &8 A



Mitigating context window sensitivity
in RAG systems

Retrieved document d;

d,
Jobs cofounded fJ " T - apple X
Apple in his QD8 Was false obs is t _'.’_, pear
Retrlever > parents' garage § by adopted... CEO of _
-
Document Steve Jobs IJobs ek apple *agzzlj—
. ) CEO of pear
T Retrieval [assestaniay ), o not
Test Context X (Jobs cofounded | Jobs is th % _
: BLack box S e P P
Jobs is the | === | pple... = pear Y,
CEQ of _ not

Ensemble
AppLe

Given an input context, in-context RAG first retrieves the top-k relevant documents from an
external corpus using a retriever component. Then it prepends each document separately to
the input context and ensembles output probabilities from different passes.

https://arxiv.org/pdf/2301.12652.pdf Cogo & Hassan, Alware Leadership Bootcamp, Toronto, Canada,



Prompt fragility and FMware engineering,
maintenance and evolution

APrompt sensitivity has significant implications for #regineering
maintenance andevolution of FMware

APrompt drift: As the FM evolves (e.g., through finming, retraining, or
upgrades to newer model versions), the optimal prompt that once worked
well may no longer yield the same results

A Routine updates to models, prompts, or surrounding software systems can lead to
unexpected changes in application behaviour

A Requires continuous monitoring and maintenance to ensure the prompt remains
effective

ATesting prompt resultdbecomes paramount

A Teams need to regularly test prompts across new model versions and adjust as
necessary

A Duakesting frameworksun prompts against both old and new models during the
transition phase to ensure compatibility

Cogo & Hassan, Alware Leadership Bootcamp, Toronto, Canada, «



Qutline

ABasic prompt concepts

APrompt engineering techniques
ASampling and decoding

AFragility of prompts

APrompt evolution and management
APrompt compilers

Cogo & Hassan, Alware Leadership Bootcamp, Toronto, Canada,



Manual prompt-tuning

AA systematic R/{ocess for iteratively designing, testing, and optimizing
prompts for FMs

A Especially useful in the earlg{ stages of buildtMyvare where prompt behaviour
needs to be customized and controlled.
Alterative by nature Manual prompttuning is inherently iterative
A Often requires multiple cycles of testing and refinement to achieve optimal results

AHumancentric processRelies on human expertise to analyze, understand,
and adjust prompts

A!\/Itakes it more adaptable than purely automated processes but also more resource

Intensive

ABalan,ciAng approachit balances prompt specificity with generality -
Ah@SNI & aLISOATAO LINPYLIia YAIKOG fAYAOD GK
A Overly general prompts might reduce performance

Cogo & Hassan, Alware Leadership Bootcamp, Toronto, Canada, «



Manual prompt-tuning lifecycle

1. Define task objectivesdefine what the FM is supposed to achieve
A Anything from generating coherent text, extracting specific information, classifying sentiment, or answering questiorslgccura
A Establish criteria for succe@@sg., accuracy, relevance, coherence) and the metrics to measure it (e.g., precision, recall, BLEU score)

2. Design initial promptscraft basicpromptsbased on the task objectives
A Experiment with variations byhanging phrasing, wording, and structure

3. Test prompts in controlled settingsise a test dataset that represents resbrld use cases to evaluate each prompt's performance
A aSladnNB GKS Y2RStQa 2dzilldzia oFlaSR 2y LINBRSTAYSR YSGiNROa
A Conduct qualitative analysis to understand how well the prompt guides the model and whether the outputs are sensible-saieMaisk

4. Iterate and optimize:identify which prompt variations work best and which need adjustments

A Adjust the prompts to improve performance
A Retest the modified prompts using the same metrics and datasets

5. Deploy prompts in realorld scenariosintegrate prompts into the realorld application or use case
A Continuously monitor model performance with the deployed prompts
A Obtain feedback from users to understand how well the prompts meet their needs

6. Adapt prompts based on feedback and new datacorporate user feedback and error analysis to improve prompts
A Ensure that prompts remain aligned with user expectations andweald inputs
7. Ma%intain and update promptsO2 Y RdzOG LISNA2RAO FdzZRAGA (2 SyadzZNE LINRPYLIIa O2yiAydzS 0:
outcomes
A Treat prompts like code by versioning and documenting changes
A Maintain a prompt repository that includes versions, adjustments, rationales, and performance outcomes

Cogo & Hassan, Alware Leadership Bootcamp, Toronto, Canada, &%



Prompt debugging

AProcess of analyzing and refining prompts to identify, understand, and
fix Issues that affect the performance or reliability of FMs

AAims to improve output quality by identifying problematic areas in prompt
design and making necessary adjustments

ADevelopers need to adopt new debugging methods that allow them
to analyze how slight changes in prompt phrasing affect outcomes

AFailures might not stem from the underlying model but from prompt
misalignment
ADevelopers need to pinpoint areas of the prompt that require adjustments

A Prompt debugging tools identify which parts of the prompt contributed to a particular
outcome

Cogo & Hassan, Alware Leadership Bootcamp, Toronto, Canada, «



https:// arxiv.ordpdf/2404.07498

Prompt debugging with explainability
techniques

@ Select target sequence

fewshot-mistake I (Sequence (response): A savory tart with cheese and eggs Recommendation: You might not like it, but ...

Method: | grad_|2 grad,dot,inpu!)

@ Select granularity, display,
and salience method

~
(Datapoim Editor i Sequence Salience

Sideby-side, sentencdevel Sequence Salieneraps
comparing results for two variants of a GSM8K example.
left side shows the original example and shows a diffuse
salience map across the numerical values. The right side

source CategoryLabel

Select sequence - )

*prompt TextSegment

(Granulari(y: Tokens | Words  Sentences  Lines Ee = ° 28 z A
Analyze a menu item in a restaurant.

<bos>Analyze a menu item in a restaurant.
## For example:

## For example:
Taste-likes: I've a sweet-tooth

%?E%?‘;;:%:E‘:{{Es;:i’:: :lg:::ih you don't like. o B i S s g . -
et modifies the prompt to remove the calculation annotations
Tas(eli!(es: I've a sweet: _

Taste-dislikes: Don't like onions or garlic

Sugges Baguette maison au levain

Analysis: Home-made leaven bread in france is usually great
Recommendation: Likely good.

Taste-likes: I've a sweet-tooth

yielding a more focused salience map over the operands
relevant answers, which in turn reveals issues with specifi
arithmetic calculations.

Analysis: Home-made leaven bread in france is usually great
Recommendation: Likely good.

Taste-likes: I've a sweet-tooth
Taste-dislikes: Don't like onions or garlic
Suggestion: Macaron in france

Analysis: Sweet with many kinds of flavours
Recommendation: You have to try it.

Taste-likes: I've a sweet-tooth
Taste-dislikes: Don't like onions or garlic
‘Suggestion: Macaron in france

Analysis: Sweet with many kinds of flavours
Recommendation: You have to try it.

## Now analyze one more example:

target TexiSegment

## Now analyze one more example:

@ Select segment(s)

to explain

|Taste-dislikes: Can't eat egg:
ISuggestion: Quiche Lorrain
IAnalysis: A savory tart with cheese and egg:
Recommendation: You might not like it, but it's worth trying)

@ Enter or edit a prompt

Clear Explaini...

L ') @ salience o[ ][ ][][J[C][ M 112425  { Colormap intensity: 0 commmi

1 [oaz]e

Sequence Salience Ul overview. The user caenf&) a promptor edit an
existing one, and optionally specify a target sequence to explase(@¢t

a target sequencéo explain (3ontrol the selection granularitytokens,
words, sentences, lines, or paragraphs), visual display density, and a c
of salience methods and (4¢lect a segmentwhich triggers the system to
compute salience with respect to that segment, showing the scores as a

heatmap over preceding segments. Darker colors mean that the segment is 2T
more influential or salient to the selected target Ellous %

Cogo & Hassan, Alware Leadership Bootcamp, Toronto, Canada, @A
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